This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TPAMI.2017.2655525, IEEE
Transactions on Pattern Analysis and Machine Intelligence
JOURNAL OF LATEX CLASS FILES, VOL. , NO. , 2016

1

SymPS: BRDF Symmetry Guided Photometric
Stereo for Shape and Light Source Estimation
Feng Lu, Xiaowu Chen, Imari Sato, and Yoichi Sato
Abstract—We propose uncalibrated photometric stereo methods that address the problem due to unknown isotropic reflectance. At
the core of our methods is the notion of “constrained half-vector symmetry” for general isotropic BRDFs. We show that such symmetry
can be observed in various real-world materials, and it leads to new techniques for shape and light source estimation. Based on the 1D
and 2D representations of the symmetry, we propose two methods for surface normal estimation; one focuses on accurate elevation
angle recovery for surface normals when the light sources only cover the visible hemisphere, and the other for comprehensive surface
normal optimization in the case that the light sources are also non-uniformly distributed. The proposed robust light source estimation
method also plays an essential role to let our methods work in an uncalibrated manner with good accuracy. Quantitative evaluations
are conducted with both synthetic and real-world scenes, which produce the state-of-the-art accuracy for all of the non-Lambertian
materials in MERL database and the real-world datasets.
Index Terms—Photometric stereo, BRDF symmetry, uncalibrated light sources, isotropic reflectance
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I NTRODUCTION

P

HOTOMETRIC stereo is an important research topic
for 3D scene recovery in computer vision. It aims
at recovering surface normals of a scene from a set of
images captured under varying light sources directions.
Compared with other techniques, e.g., multi-view stereo,
photometric stereo takes into consideration surface normal, illumination, and surface reflectance simultaneously, and thus, it has broader prospects than other methods
and shows a good potential to be of great benefit to other
fields like computer graphics and virtual reality.
Photometric stereo problems can be defined and
solved under different assumptions. For instance, Woodham et al. [1] proposed the first well known method
that assumes known light source directions and pure
Lambertian reflectance. However, without knowing the
light sources directions, the problem becomes much
more difficult. As a result, most of the previous uncalibrated (i.e., when light sources are unknown) methods
have to assume simple surface reflectances, e.g., pure
Lambertian reflectance, or that the diffuse component
of the surface reflectance follows the Lambertian law. In
doing so, the surface normals can be routinely solved up
to the Generalized Bas-Relief (GBR) ambiguity [2]. The
GBR ambiguity can be further resolved by using various properties observed in real-world BRDFs, including
symmetries [3], [4], diffuse maxima [5] and pixel color
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profiles [6]. Methods along this line cannot deal with
surfaces with non-Lambertian reflectances.
However, real-world scenes show a variety of complex
surface reflectances (represented by the bidirectional reflectance distribution functions, BRDFs), ignoring which
will greatly limit the applicability of photometric stereo.
Therefore, it is desired to develop a technique that can
handle various surface reflectances/BRDFs when light
sources are unknown and no additional input is given. Several recent methods are capable of solving this
problem to some extent [7], [8], [9]. However, they still
face challenges especially when recovering the elevation
angles of surface normals. For instance, [7], [8] must
assume that the light sources cover the whole sphere
uniformly or else their accuracies drop significantly;
while in practice, lighting a real scene from back is
inconvenient and problematic – severe cast shadows
could be produced to badly affect the accuracy.
In this paper, we propose novel photometric stereo
methods that work with general and unknown surface
reflectances and also unknown light sources distributed
only in the visible hemisphere, i.e., in the camera side.
At the core of our methods is the idea to exploit surface
reflectance symmetries, namely, the 1D/2D constrained
half-vector symmetries, which are the key findings in
this paper (Section 2). We observe these symmetries in
various real-world isotropic BRDFs and use them to
develop two photometric stereo techniques. In particular,
we investigate the 1D constrained half-vector symmetry
and introduce an effective elevation angle optimization
method (Section 3). We also propose a second method
based on the 2D constrained half-vector symmetry to
work with non-uniform lightings accurately (Section 4).
In addition, we present a technique that recovers unknown light sources with good accuracy (Section 5).
Our methods make the following assumptions: (1)
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directional point light sources are positioned in the
visible hemisphere centered by the target scene with the
same intensity; (2) the target surface has homogeneous
isotropic materials up to only color differences. Other
assumptions like an orthographic camera are consistent
with traditional photometric stereo settings. With these
assumptions, our methods are capable of estimating both
shape and light sources of the scene.
Our methods show the following merits over existing
approaches. First, we handle both unknown light sources
and general and unknown surface BRDFs, which is challenging for most previous photometric stereo methods.
Second, we propose the constrained half-vector symmetries, which can be observed in a variety of real-world
isotropic BRDFs. They are essential to allow our methods
to effectively solve the above challenging problem without requiring additional inputs. Third, our light source
estimation is also able to handle various BRDFs in the
scene and output robust results. Overall, our methods
achieve an average surface normal error of around 6◦ for
100 real-world BRDFs in our setting, which outperforms
existing approaches.
1.1 Previous work
Whereas conventional photometric stereo methods assume known light directions and Lambertian reflectance
[1], recent studies have been proposed to relax these assumptions. In the case of unknown light sources, surface
normals can be recovered up to the GBR ambiguity [2]
by assuming Lambertian reflectance and integrability of
the surface. The GBR ambiguity may be then resolved by
using additional scene properties, e.g., specularity position [10], [11], interreflections [12], low-dimensional feature space [13], minimum entropy [14], color profiles [6],
diffuse maxima [5] and reflectance symmetry [3], [4], or
using special light source configurations [15]. Besides, if
replacing the orthogonal projection assumption by the
perspective projection assumption, the GBR ambiguity
can also be solved during camera calibration [16].
Overall, these methods can work with unknown light
sources under the condition that the diffuse reflectance
component obeys the Lambertian law. However, for realworld surfaces having strong non-Lambertian reflectance
components, their applicability cannot be confirmed.
In order to handle non-Lambertian reflectances, most
existing methods either regard the non-Lambertian components as outliers, or introduce various reflectance
models for fitting and analysis. Robust estimation frameworks have been proposed to detect and remove nonLambertian components from the original observations.
To this end, techniques such as color analysis [17], shadow cues [18], median filter [19], rank-minimization [20],
sparse regression [21], and Markov random field [22]
are commonly used. Some other methods explore the
reflectance properties, e.g., bilateral symmetry [23],
halfway vector symmetry [24]1 , isotropy and monotonic1

Detailed comparison is provided in the Supplemental Material.
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ity [25], [26], or use explicit BRDF models, e.g., the Ward
model [27], [18], the Lambertian+specular models [28],
and the bi-variate BRDF model [29] to solve the problem.
For these methods, light source directions are usually
essential to know to ensure good accuracy.
There are fewer methods that work with both uncalibrated light sources and general isotropic reflectances.
They may need to put additional objects with known
shapes and reflectances in the scene as references [30],
[31], and use complex reflectance models in formulation [32]. Given the BRDF dataset, the extracted principal
components also help handle unknown reflectances [33]
and solve the photometric stereo problem [34]. Other
methods include those using light sources placed in a
ring [9] or exploiting the similarity of pixel intensity
profiles especially when the light sources cover the
whole sphere [7], [35], [8]. They work well in recovering
azimuth angles of surface normals, but face difficulty [7],
[35], [8] or require additional inputs [9] to estimate the
elevation angles of the surface normals accurately. In
particular, if the light sources only cover the visible hemisphere in the camera side, or their distribution is highly
non-uniform, the methods described in [7], [35], [8] will
produce large errors especially in the elevation angles
of the surface normals. Compared with these methods,
our method accurately solves for surface normals under
more general light source settings, and it achieves stateof-the-art results without requiring additional inputs.

2

C ONSTRAINED H ALF -V ECTOR S YMMETRY

In this section, we review the definition and parameterizations of BRDFs and some of the important symmetries.
Then, we propose the constrained half-vector symmetry.
Specifically, the 1D version of the symmetry can be
observed in a 1D BRDF slice, and the 2D version of
the symmetry is related to a set of BRDF iso-contours.
They are suitable to help optimize the solution of surface
normals in photometric stereo problems.
2.1 BRDF and Its Parameterization
A BRDF measures the ratio of the reflected radiance from
a surface patch. It is a function f (ω in , ω out ) of incoming
and outgoing light directions in a local coordinate system. Many recent studies have used halfway/difference
parameterization [36] to represent BRDFs. By introducing the half vector, which is the bisector of ω in and
ω out , a BRDF can be parameterized as f (θh , φh , θd , φd ),
as illustrated in Fig. 1 (a). Thus, a pixel value captured
at a surface patch can be expressed as
I = f (θh , φh , θd , φd )(nT s),

(1)

where n is the surface normal of the surface patch and
s is the point light source.
The above 4D BRDF parameterization domain can
be reduced by using some of the symmetries observed
in many real-world materials. For instance, the widely
observed ‘isotropy’ reduces the BRDF to a 3D function
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Fig. 1. (a) Standard BRDF parameterization; (b) in a view-centered coordinate system, we examine the surface
normals having the same azimuth angle as the light source. We observe the 1D constrained half-vector symmetry in
the resulting 1D BRDF slice; (c) in a view-centered coordinate system, we examine surface normals centered by the
half vector. We observe BRDF iso-contours and the 2D constrained half-vector symmetry.
f (θh , θd , φd ) which is invariant with respect to φh [37].
This is the most widely adopted assumption in the related research, and nearly all materials in the MERL BRDF
database conform to it [38]. Moreover, the ‘reciprocity’
and ‘bilateral’ symmetries further fold the domain of φd
from [0, π] to [0, π/2]. Finally, by considering the ‘halfvector’ symmetry, which assumes an invariant BRDF
against a rotation φd of both ω in and ω out around the
half vector, the BRDF function can be further reduced to
a bivariate one, denoted as f (θh , θd ).
Note that these symmetries are studied in the local
coordinate system at a single surface normal, as shown
in Fig. 1 (a). On the contrary, in this paper, we propose
constrained half-vector symmetries in the view-centered
coordinate system, where multiple surface normals are
involved and constrained. As a result, the proposed symmetries show potentials to help directly solve/optimize
surface normals in photometric stereo problems.
2.2 1D Constrained Half-Vector Symmetry
Let us start with a special case of isotropic reflectance
wherein a set of surface normals {n} with different
elevation angles share the same azimuth angle with a
light source s in the view-centered coordinate system, as
shown in Fig. 1 (b).
This results in a fixed θd and also φd = 0 or π 1
in the conventional BRDF parameterization with local
coordinates in Fig. 1 (a). Consequently, this simplifies
the isotropic BRDF function to either fθd ,φd =0 (θh ) or
fθd ,φd =π (θh ). If one further assumes reciprocity, meaning
that the roles of ω in and ω out can be interchanged, the
two representations can be unified to be fθd ,φd =0 (θh ).
Note that in Fig. 1 (b), θh is simply the difference
between the elevation angles of h and n. Since h is
fixed, fθd ,φd =0 (θh ) is fully determined by the elevation
angle of n, which corresponds to a 1D slice from the
original BRDF, as shown in Fig. 1 (b). Since fθd ,φd =0 (θh )
is symmetric about the half-vector (i.e., θh = 0), it leads
to the following observation shown in Fig. 1 (b).
Observation 1: By assuming isotropy and reciprocity,
BRDF values captured at surface normals having the
same azimuth angle as the light source direction constitute a 1D slice (Fig. 1 (b)). BRDF data in the 1D slice
1ω
in and ω out can be rotated by π to interchange their positions,
while still ensuring that n, ω in , and ω out are coplanar.

should be distributed symmetrically about the half vector regarding the elevation angle of the surface normal.
While this property is a direct result of assuming
isotropy and reciprocity, it can also be derived from the
half-vector symmetry by fixing θd in a bivariate BRDF
function2 . For convenience, we will use the term “1D
constrained half-vector symmetry” in the rest of this
paper since the concept of the half vector is important.
2.3 2D Constrained Half-Vector Symmetry
Knowing the light source s, we consider a more general
case where surface normals {n} are no longer constrained by the same azimuth angle. Instead, we take
into account all the surface normals near the half vector
h, as shown in Fig. 1 (c).
In such a case, θd is fixed and the isotropic BRDF
function can be written as fθd (θh , φd ). According to [36],
fθd (θh , φd ) for a common isotropic material is invariant
against the changes of φd , meaning that the BRDF value
is fully determined by θh ; therefore, if we plot surface
normals {n} in the view-centered coordinate system in
Fig. 1 (c), those surface normals with the same θh should
correspond to the same BRDF value: there are BRDF isocontours centered by h, and the BRDF value at each isocontour is fully deteremined by θh . Since all iso-contours
constitute a 2D surface, the resulting symmetry is called
“2D constrained half-vector symmetry”.
Observation 2: By assuming half-vector symmetry,
BRDF values captured under the same light source
constitute concentric iso-contours (Fig. 1 (c)), and each
contour corresponds to surface normals sharing the same
angular difference from the half vector.
The “1D constrained half-vector symmetry” is clearly
a special case of the “2D constrained half-vector symmetry” that corresponds to the φd = 0 and φd = π cases.

3 S URFACE N ORMAL’ S E LEVATION A NGLE
R E - MAPPING U SING 1D S YMMETRY
In this section, we propose recovering accurate elevation
angles of surface normals by using the 1D constrained
half-vector symmetry. This method works efficiently especially when scene images are captured by a fixed
2 In most cases, assuming half-vector symmetry is stronger than
assuming isotropy and reciprocity.
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3.1 Symmetric Data Acquisition from Images
We employ the previously proposed method [7] for
obtaining the initial estimates of the surface normals
from images. Pixel profiles are obtained to measure the
surface normals’ similarities. Then the surface normals
are recovered from these similarity measurements. Because the light sources only cover the visible hemisphere,
the measurements are asymmetric along the viewing
direction. Preliminary experiments indicate that the resulting average error in the elevation angle is more than
twice as that in the azimuth angle.
In order to optimize the elevation angles using the
proposed 1D symmetry, we extract symmetric pairs from
1D BRDF slices based on the initialized surface normals.
For simplicity, let us describe this procedure for a given
light source s. We will do the same for each of the other
light sources. In the view-centered coordinate system,
we find a set of captured pixels whose corresponding
surface normals {nj } share the same azimuth angle with
s. In practice, a threshold of the azimuth angle difference
can be used, e.g., ∆a = 1.0◦ , to ensure that the number
of selected {nj } is larger than 10. Then, each pixel value
is converted into a BRDF value by dividing it by nj · s,
using Eq. (1). Finally, we obtain a 1D slice ρ containing
all BRDF values observed at {nj }.
The next step is to extract symmetric pairs. Given the
viewing direction [0, 0, −1]T and the light source s, we
first compute the half vector as their bisector and record
its elevation angle as h. We also find the surface normal
in {nj } which corresponds to the largest BRDF value in
ρ and record its elevation angle as δ. It is reasonable to
assume that the largest BRDF is observed at h, and thus,
δ should be close to h. Then, we extract the elevation
angles of {nj } in a pairwise manner which satisfy the
1D constrained half-vector symmetry. We traverse all
elements of ρ, and for each of them, indexed by the
elevation angle αj , we find in ρ another element β j such
that 1) αj and β j correspond to the same BRDF value;
2) αj and β j are located on two sides of δ. Note that αj ,
β j and δ are the initial elevation angles or their current
estimates during the iteration (see Section 3.3).
In practice, β j may not have exactly the same BRDF
value as αj . Therefore, instead of pursuing an ideal β j ,
we find two elevation angles β j and γ j , whose BRDF
values are closest to that of αj . By assuming the BRDF
data are not extremely sparse and their values change
smoothly, we compute the weights µj and ν j satisfying
the linear interpolation ρ(αj ) = µj ρ(β j ) + ν j ρ(γ j ). Then
the symmetry partner of αj can be well approximated by
µj β j + ν j γ j . As a result, (αj , µj β j + ν j γ j ) is considered
to be a symmetric pair, as illustrated in Fig. 2 (a). In our
experiments, the number of collected BRDF symmetric
data ranges from 1800 to 2200 for different materials.
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BRDF value

camera with roughly uniform light sources in the visible
hemisphere. Note that we will use known light source
positions to describe the method. However, this assumption will be discarded in Section 5.

4
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Fig. 2. (a) For each αj , we interpolate its symmetric
partner in the 1D slice; (b) smoothness level in Eq. (4).
Ideally, the data collected under the light source s
should satisfy the 1D constrained half-vector symmetry
j
j j
j j
in the following ways: 1) δ = h and 2) α +(µ β2 +ν γ ) =
h, which means h should be the bisector of the elevation
angles of any symmetric pair, as shown in Fig. 2 (a).
However, if these data are computed from inaccurate estimates of the elevation angles, the symmetry cannot be
satisfied. Therefore, we can use symmetry as a criterion
to correct the elevation angles of the surface normals.
3.2 Formulation with 1D BRDF Slices
By using the 1D symmetric data described in the previous section, we propose refining the elevation angles
of the surface normals so that they will satisfy the
1D constrained half-vector symmetry for all 1D BRDF
slices. We model the refinement as an elevation angle
re-mapping process2 . We establish a one-to-one global
mapping ε 7→ ε̂ : ε̂ = m(ε) with boundary conditions
m(0) = 0 and m(π/2) = π/2 to refine any elevation
angle ε. The mapping can be simple or highly non-linear,
depending on the accuracy of the initial elevation angles.
We formulate the problem by using constraints derived from the 1D constrained half-vector symmetry: for the ith light source si , the collected elevation angle pairs should satisfy 1) m(δi ) = hi and
m(αji )+[µji m(βij )+νij m(γij )]
2)
= hi after the re-mapping.
2
This directly leads to the formulation,
X
2
Edata (m(·)) =
κ [m(δi ) − hi ] +
|
{z
}
i

align extreme to hi

i2 
Xh
j
j
j
j
j
m(αi ) + [µi m(βi ) + νi m(γi )] − 2hi
, (2)
j

|

{z

}

enforce symmetry of every elevation angle pair about hi

where κ balances the influence of different terms. In
practice, we use κ = 10, due to the importance of
information from the half vector itself. Note that Eq. (2)
uses an outer summation to take into account equations
from all light sources {si }.
In addition, a smoothness term can be added to Eq. (2)
to suppress the influence of outliers. To this end, we force
2 Azimuth angles of surface normals can be assumed correctly
estimated beforehand, supported by results from [7], [8]
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the mapping function to change gradually by minimizing the sum of the squares of the second derivative of
m(·) as
90−1
X

Esmooth (m(·)) =

2

λ(k) [m00 (k)] ,

(3)

k=0+1

where the mapping function m(·) is sampled at k =
0, · · · , 90, and λ(k) determines the level of elevationangle-dependent smoothness. In this discrete formulation, we use m00 (k) = m(k − 1) − 2m(k) + m(k + 1) to
compute the second derivative. Note that although we
sample m(·) at elevation angles from 0◦ to 90◦ by a step
of 1◦ , it is straightforward to use a formulation with a
higher or lower sampling density.
The balance weight λ(·) is specially designed to be
(
c × (2 × cos(4k) + 3) k < 45
,
(4)
λ(k) =
c
otherwise
where c is a constant value (= 100 in our experiments).
The curve of the smoothness level is in Fig. 2 (b). By
using this spatially varying smoothness, small elevation
angles (which tend to suffer from noise because their
surface points are always dark without lighting from the
back) are smoothed out to avoid effects due to the low
signal-noise-ratio.
The final formulation of the problem takes into consideration both terms as follows:
m(·) = argmin(Edata + Esmooth ),
m(·)

s.t. m(0) = 0, m(π/2) = π/2,
m([0, π/2]) ⊆ [0, π/2].

(5)

3.3 Solution and Analysis
We solve the unknown mapping m(·) via matrix calculations. Under the condition that the elevation angles are
sampled from 0◦ to 90◦ in steps of 1◦ , we can re-define
m(·) as a 1D vector m ∈ R91×1 , while its k th element
equals m(k) which is the mapping result for elevation
angle k. Thus, m numerically defines a mapping of
elevation angles, which allows us to re-write Eq. (5) as
m = argmin kAm − bk2

s.t. m ≥ 0,

(6)

m

where the matrices A and B are constructed as follows:
column:

[βij ] [αji ]

..






A=




..

... . ... . ...
...
...
...
... µji ... 1 ...
...

Inf

..
.
..
.

...

..
.
..
.

[γij ]

[δi ]

..
.

2·κ
...

..

..
.
. . ..
. .

λ(k) −2·λ(k) λ(k)

0
0

..
.

 . 
..

 2·h


 2·hii 




 . 
 , b =  ..  ,

 0 




 .. 
.


... . ...
...
...
... νij ...
...

Inf

in either Eq. (2) or Eq. (3), except for the last two
rows representing the boundary conditions for 0 and
π/2, where ‘Inf’ indicates a constant large value (= 105
in our experiments). Therefore, the solution of Eq. (6)
numerically approximates the solution of Eq. (5). The
solution can be obtained by using least squares solvers
with non-negative constraints.
Iteration In Section 3.1, we compute the BRDF values by
using the initial elevation angles, and thus, those values
are inaccurate. After the elevation angles are updated
using our solution, we re-compute the BRDF values and
solve for the elevation angles again. Note that we do not
update the choice of {nj } since the azimuth angles are
assumed correct. In practice, 3 iterations suffice to get a
final solution.
Solution Uniqueness It is important to know whether
the solution to Eq. (6) is unique or not in order to
determine the surface normals.
Proposition 1: Without considering the smoothness
term, the problem in Eq. (5) (Eq. (6)) has a unique
solution under the following conditions: 1) the surface
reflectance is not Lambertian; 2) there are at least two
light sources with different elevation angles.
The first condition is obvious, as Lambertian reflectance has the same BRDF value everywhere, which
cannot provide information to determine a unique symmetric structure. Many diffuse materials like latex and
rubber cause this problem, which can be detected by the
non-convergence of the solution; in such cases, we can
simply keep the original results produced by methods
like [7], since Lambertian-like materials are easy for the
conventional methods to handle.
The second condition can be understood intuitively.
Our 1D symmetry cannot determine the elevation angles
of the surface normals only with one half vector, since
whatever distribution the elevation angles on one side
of the half vector have, the 1D symmetry can still be
satisfied by changing the other side symmetrically. Only
another 1D slice with a different half vector can remove
this additional degree of freedom. A stricter prove is
given in the Supplemental Material.

4 S URFACE N ORMAL O PTIMIZATION U SING
2D S YMMETRY
In this section, we propose optimizing surface normals
by using the 2D constrained half-vector symmetry. Compared to the method introduced in Section 3, this new
method has an increased complexity; in return, it can
handle light sources with heavily non-uniform distributions. Note that we will use known light source positions
to describe the method here, and this assumption will be
discarded in Section 5.

0
90·Inf

(7)
where [βij ] takes the rounded value of βij and indicates
the column index. Note that the same row from the
matrix A and vector b exactly constitute a sub-formula

4.1 Symmetric Data Acquisition and Preparation
Similar to Section 3.1, we employ [7] to obtain the initial
estimates of the surface normals from images. Then, the
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Fig. 3. (a) BRDF values show 2D symmetry regarding
θh ; (b) relation between BRDF values and θh values. Note
that inaccurate surface normal will bias the captured data
and cause error in θh .

method introduced in Section 3 can effectively optimize
the elevation angles of surface normals by a global
elevation angle remapping. However, this requires that
the light source distribution is uniform; while in the case
of a heavily non-uniform light source distribution, we
propose fully optimizing every surface normal by using
the 2D version of the proposed symmetry.
Data preparation and acquisition can be done as below. Knowing the viewing direction [0, 0, −1]T and the ith light source si , the half vector hi , surface normals {nj }
and their corresponding BRDF values {ρi (nj )} should be
computed before collecting the 2D symmetric data, as
shown in Fig. 1 (c). The half vector hi can be computed
as the bisector of [0, 0, −1]T and si ; the surface normals
{nj } are directly set to their initial estimates from [7]; the
BRDF values {ρi (nj )} are then computed by dividing the
pixel value at each surface normal by nj · si .
Consequently, to collect 2D symmetric data, the most
straightforward way is to densely sample different surface normals {nj }, compute their corresponding θhj and
φjd , and group them into multiple BRDF iso-contours,
as shown in Fig. 3 (a). However, in practice the captured data cannot be dense enough to constitute ideal
iso-contours for possible BRDF values. To handle this
difficulty, we fold the 2D BRDF space by removing the
difference in φd , which transform every iso-contour to be
a point. The resulting data pattern is shown in Fig. 3 (b).
Then, relation between the BRDF value ρ and θh can be
computed as ρ = g(θh ) via nonlinear fitting using the
captured data. In practice, if a capture data point shows
a different θh from that in the fitting result, it should be
corrected to satisfy the symmetry. Following this idea,
we compute the symmetric data as below.
Let nj denote the current estimate of a surface normal, and thus the corresponding θh value is θhi (nj ) =
j
arccos(hT
i ·n ). On the other hand, according to the fitting
result, the ideal θh value should be g−1 (ρi (nj )). Then
j
−1
their difference is ∆θh = arccos(hT
(ρi (nj )).
i · n ) − g
j
As a result, n should be corrected to an ideal surface

eji = argmin
eji

h

2
(nj )T eji − cos(∆θh ) +

2
2 i
j
−1
hT
(ρi (nj ))) + keji k2 − 1 . (8)
i ei − cos(g
The above obtained surface normal pairs {(nj , eji )} are
collected and stored as the symmetric data. As a special
case, let nmax
denote the surface normal corresponding
i
to the largest BRDF value under light source si , and its
expected ideal surface normal will be hi according to
Eq. (8). Besides, note that in practice, we only record
data for a subset Ωi of all the surface normals, which
have limited angular differences from h (in our setting,
a threshold is set to 60◦ , which produces around 15000
symmetric data in average for each surface.)
4.2 Formulation with 2D symmetric data
By using the 2D symmetric data obtained in the previous
section, we propose optimizing all the surface normals
by using the 2D constrained half-vector symmetry. The
optimization function contains three terms, namely, the
2D symmetry term, the half vector term, and the local
linear structure term. They are specified as below.
2D Symmetry Term Given the 2D symmetric data
{(nj , eji )} for all the light sources, and by assuming that
nj should be corrected to eji , as explained before, we can
write down the following energy function to refine nj :
XX
Esym (nj ) =
(nj − eji )2 ,
(9)
i

j∈Ωi

where Esym penalizes the differences between nj and eji
and sums them up for all the light sources.
Half Vector Term For the special pair (nmax
, hi ), we
i
write down its individual energy function as:
X
Eh (nmax
)=
(nmax
− hi )2 .
(10)
i
i
i

This term ensures that the maximum of the BRDF lobe
coincides with the half vector’s direction. It is a special
case of the 2D symmetry term but with higher importance, due to the fact that hi determines the axis of
symmetry as shown in Fig. 3 (a).
Local Linear Structure Term Besides, we introduce the
third term Estr to preserve local structures3 of similar
surface normals during iteration, so that local surface
normals can be updated as a whole. This is because Esym
and Eh can only involve and optimize a set of surface
normals, and there are rest surface normals unhandled.
For this seek, we first solve for a set of weights {wj,k },
which are commonly considered representing the linear
structure of a manifold, based on the surface normals
3 Note that here ‘local structure’ is defined in the surface normal
domain, not in the image domain.
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Fig. 4. Illustration of the proposed optimization terms:
(a) 2D BRDF symmetry; (b) half vector’s direction as a
special case; (c) local linear structure preservation which
involves additionally added anchor normals.
from the initialization or the previous iteration, via the
following minimization:
2

X
X
njpre −
wj,k · nkpre  , (11)
{wj,k } = argmin
{wj,k }

j

k∈Nj

where Nj indicates that surface normals nkpre and njpre
are neighbors with a limited angular difference.
To constrain the solution especially in the boundary
area (surface normals perpendicular to the viewing direction), we add an additional set of virtual surface
normals η t (t = 1, · · · , 24 in our experiments) as anchors
to the linear reconstruction and their orientations are perpendicular to the viewing direction as shown in Fig. 4 (c).
These anchor normals are unchangeable during iteration
and thus they help establish the boundary conditions.
Consequently, the term wj,k · nkpre in Eq. (11) is replaced
by wj,k · χk , where χk comprises of both nkpre or η t if
they are neighbors of nj .
Then, the local linear structure term Estr can be written as

2
X
X
j
j
k
n −
Estr (n ) =
wj,k · χ  ,
(12)

and N d = N j + N t . Then, Eq. (13) can be re-written as
X
X = argmin
(X − E i )T Λi (X − E i )
X
(15)
i
+ X T (I − W )T (I − W )X.
Definition of each notation is given here. I is the identity
matrix. W is the weight matrix whose elements are
{wj,k } from Eq. (11). Each E i is a matrix with the same
size of X, and each Λi is a diagonal matrix. In particular,
E i and Λi are formed by
 d

ei
d ∈ Ωi
1
d ∈ Ωi




h

nd = nmax
100 nd = nmax
i
i
i
(Ei )d =
, (Λi )dd =
.
j
d−N j
j
∞
d
>
N


η
d
>
N




0

otherwise

0

otherwise

(16)
Eq. (15) is a quadratic function w.r.t.X, whose minimum can be achieved when the following equation is
satisfied:
i
hX
X
Λi + (I − W )T (I − W ) X =
Λi E i ,
(17)
i

i

which is a linear system and can be solved routinely.
Finally, the first N j rows of X are taken as the estimation
results for surface normals {nj }.
Iteration In Section 4.1, the 2D symmetric data are computed from the initial surface normals and their corresponding BRDF values. Since the initial surface normals
are unreliable, their errors may affact the final surface
normal accuracy. In order to obtain robust solutions, we
re-compute the 2D symmetric data by using the surface
normals from Eq. (17), and use them to solve Eq. (17)
again. Besides, in the first one or two iterations, we set
(Λi )dd = 0 when d ∈ Ωi in Eq. (16). This helps reduce the
influence of inaccurate symmetric data due to unreliable
surface normal initialization. In practice, no more than
j
k∈Nj
five iterations suffice to output a final solution.
where the weights {wj,k } are computed as described Solution for Diffuse Materials Although the 2D symabove. This term is designed to preserve local structure metry can be well satisfied by common isotropic rein the surface normal domain. The change of a single flectance, the resulting method in Section 4.2 may face
surface normal during optimization will affect all its problem with diffuse materials. The reason is that a
diffuse material have the same BRDF value everywhere,
neighbors so that their local relationship remains.
By now, we have introduced three terms for optimiza- and therefore different θd correspond to the same BRDF
tion. There are visually illustrated in Fig. 4. Finally, we values in Fig. 3 (b), which becomes incapable to concan optimize for all the surface normals by solving the strain the solution. Such cases can be easily identified
by examining the fitting results as that in Fig. 3 (b).
following problem containing all those terms:

 In such cases, as discussed in Section 3.3, we simply
{nj } = argmin λsym · Esym + λh · Eh + λstr · Estr
, keep the original results produced by methods like [7],
| {z }
{z
} | {z }
|
{nj }
since diffuse materials can be effectively handled by
half vector
local linear structure
2D symmetry
(13) conventional methods and need no more optimization.
where weights are set to be λsym = λstr = 0.01λh .
5 R OBUST L IGHT S OURCE E STIMATION
4.3 Solution and Analysis
We solve the problem in Eq. (13) by first converting it
into the matrix form. Let X ∈ RNd ×3 be a matrix with
each row being an unknown surface normal χd :
j

t

X = {χd } = [n1 , . . . , nN , η 1 , . . . , η N ]T ,

(14)

The previous sections use known light source positions to describe the proposed symmetry and methods.
If these sources are unknown, we propose estimating
them from the input images. By assuming that the light
sources cover the visible hemisphere, Winnemöller et
al. [39] show that 3D light source positions can be
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Fig. 5. Examples of 3D light source recovery from images. We compare different methods in terms of their
resulting data linearity and the recovered light sources. (a)
[39]: corr.=0.35, err.> 20◦ ; (b) [41]: corr.=0.86, err.=8.50◦ ;
(c) our method: corr.=0.96, err.=4.16◦ .
recovered by using image differences caused by varying
light source directions. In particular, let us denote a
pixel profile consisting of pixel intensities {Iip } from
the image captured under the i-th light source as ξ i =
[Ii1 , · · · , Iip , · · · ]T . As demonstrated in [39], by varying
the light source position moderately, the geodesic differences4 between {ξ i } show a strong linear relation with
the differences between the light sources directions. Following this observation, one can apply dimensionality
reduction (e.g., ISOMAP [40]) to embed all the {ξ i } into
the 3D space and map them onto the visible hemisphere
to approximate the unknown light sources.
Inspired by the same idea, we can also use images to
estimate their corresponding light sources. However, our
proposed techniques are distinctive in that:
(1) While [39] only handles nearly diffuse reflectance
without strong specularity, our method can work
robustly for general isotropic reflectances.
(2) Instead of applying dimensionality reduction, our
method directly solves for 3D light sources.
(3) We resolve their remaining rotation/flip ambiguity
by aligning the light sources to the surface normals.
General Reflectances An example of light sources recovered by [39] is shown in Fig. 5 (a), where the captured
surface material is ‘aventurnine’. The resulting average
light source error is very large, showing that [39] has difficulty in handling specular materials. To understand the
reason, we also plot the relation between {ξ i }’s geodesic
differences and light source differences in that case. The
correlation coefficient is only 0.25, meaning that the
basic assumption of linear relation is no longer valid. To
overcome this problem, [41] converts pixel profiles {ξ i }
into pixel order profiles {ξ̂ i = [o(Ii1 ), · · · , o(Iip ), · · · ]T },
4 The

where any pixel value Iip is replace by its ascending
order o(Iip ) among all the pixels in the image. This avoids
extreme pixel values due to specularities and results in
much better estimates as shown in Fig. 5 (b). However,
determining pixel orders within the shadow areas is
problematic, since those values are extremely small and
noisy. Therefore, {ξ̂ i } contain inventible errors.
We propose a robust method with improved performance. First, pixel order profiles {ξ̂ i } are computed in
the same manner with [41]. Then, the difference between
two profiles is computed by
 X −1 X
dist(i, j) =
ςp
ςp · (Iip − Ijp )2 ,
(18)

geodesic distance between two nodes adds up local Euclidean
distances along the shortest path between the two nodes [40].

p

where ςp = 1 only when Iip and Ijp are all from nonshadow regions, otherwise ςp = 0. In this way, the
negative effect cause by shadow regions is eliminated.
For synthetic data, we simply find shadow regions with
pixel intensities equal to 0, while for real data we
manually chose a threshold according to the measured
pixel intensities. Finally, we compute the geodesic distances {distg (i, j)} from {dist(i, j)}, which show a very
good linear relation (correlation coefficient: 0.96) with
the corresponding light source differences, as shown in
Fig. 5 (c). The estimated light source directions are almost
identical to the ground truth.
Formulation and Solution Consequently, we recover
light source directions. Observing that distg (i, j) is linearly correlated to the angular difference between light
sources si and sj , we can explicitly model this by
g
g
arccos(sT
i sj ) ∝ dist (i, j) = λs · dist (i, j),

(19)

where λs is a scale factor. By assuming that light sources
cover the visible hemisphere, it is reasonable to have
λs = max(distg (i, j))/π . Now, let S = [s1 , · · · , si , · · · ]T
and D g = {distg (i, j)}, and then Eq. (19) can be rewritten in the matrix form:
S T S = cos(λs D g ) s.t. rank(S) = 3,

(20)

which can be solved iteratively by using SVD decomposition, while during each iteration only the first three
singular values are kept to initialize the next iteration.
Rotation/Flip Ambiguity The solution is invariant against rotations/flips of all light sources around/about
the viewing direction, as shown in Fig. 5 (a). Winnemöller et al. [39] suggest to manually solve this ambiguity, whereas we propose an automatic method that
aligns the light sources to the recovered surface normals.
We first model the rotation and flip ambiguity as
σ · cos φv
sin θv
0



Q=





−σ · sin φv
cos θv
0



0

0
,
1

(21)

where θv controls the rotation around the viewing direction, and σ = ±1 flips the axis. Then, any light source si
will be converted to Qsi given the Q.
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TABLE 1
Average surface normal/light source errors for 100
BRDFs under roughly uniformly distributed light sources.
Method

Init. err.

Final err.

Superior cases

Light err.

1D-sym
2D-sym

15.63◦
15.63◦

6.01◦
5.65◦

17 × 3.00◦
61 × 1.42◦

6.12◦
6.12◦

Processed

(a) Light sources

(b) 3D surfaces for synthesis

Fig. 6. Light sources and 3D surfaces (Hemisphere,
Bunny, Dragon, Rabbit, Buddha, Armdillo, Beethoven and
Lion) used in the experiments.
A simple observation enables us to solve Q. That is,
any light source si always shares the same azimuth angle
with the surface normal ni , which corresponds to the
brightest pixel Iimax that si can produce. Thus,

X
c2,1 (Qsi )T · c2,1 (nmax
)
i
Q = argmin
Iimax · arccos
,
|c2,1 (Qsi )| · |c2,1 (nmax
)|
Q
i
i
(22)
where c2,1 (·) keeps the first two rows and one column
of the input vector, and the pixel value Iimax balances
the influence of the current term since bright pixels are
reliable. Eq. (22) can easily be solved since the only
unknown is the angle θv and σ = ±1. In this way, Q
yields correct light sources {Qsi }.

6

Skipped (Good enough initialization)

E XPERIMENTAL E VALUATION

6.1 Quantitative Evaluation with Synthetic Data
We produce synthetic scenes with different surface reflectances (BRDFs), light sources, and 3D surfaces for
quantitative evaluation. The methods proposed in Section 3 and Section 4 are mentioned as “1D-sym” and
“2D-sym”, respectively.
We use 100 different BRDFs in the MERL BRDF database [38], which cover a large variety of real
world surface reflectances. We generate two sets of light
sources, as shown in Fig. 6 (a), which contain 82 and 83
sources, respectively. Unlike in [7], [8], these light sources
only cover the visible hemisphere, not the whole sphere.
Details about the light sources are discussed later. For
each BRDF and light source, we produce images using
3D surfaces as shown in Fig. 6 (b). Note that interreflections are not considered during rendering. These
images serve as inputs to our method. To initialize the
surface normals, we use the method in [7].
100 BRDFs + roughly uniform light source distribution. First, we test our method using hemispherical
surfaces. A hemispherical surface contains all visible
surface normals and thus it is suitable to use for quantitative evaluation. We choose 82 light sources as shown
in the top of Fig. 6 (a). These sources cover the visible
hemisphere with a roughly uniform distribution.
Table 1 shows the average results for all the 100
BRDFs. The average surface normal error is 6.01◦ for

Fig. 7. Examples of automatic material type classification.
the 1D-sym method and is 5.65◦ for the 2D-sym method.
These results are pretty accurate considering the fact that
both the BRDFs and the light sources are unknown. In
contrast, the initial surface normals obtained by using
[7] shows a much larger average error of 15.63◦ due to
the fact that it lacks the ability to handle light sources
only in the visible hemisphere. Also note that among all
the 100 BRDFs, the 2D-sym method outperforms the 1Dsym method in 61 times. However, their average errors
are still quite similar to each other.
Moreover, our methods detect and skip the diffuse
BRDFs automatically as described in Section 3.3 and
Section 4.3. Their initial surface normals are used to be
the final outputs. We show examples of processed and
skipped materials in Fig. 7. Our methods clearly show
the ability to determine which types of BRDFs should
be chosen for further refinement.
Our methods also recover light source directions. As
shown in Table 1, the average light source error is
6.12◦ , while the method [7] used for initialization cannot
predict light source directions.
Finally, for the 1D-sym method, we plot its error for
each BRDF in Fig. 8 and show some representative
examples of elevation angle mappings and the recovered
1D symmetries. In particular, material A, B and C are
processed correctly and their 1D BRDF symmetries can
be seen; while material D has the worst accuracy due to
its additional lobe besides the specular lobe that breaks
the 1D symmetry. Fig. 8 also shows highly identical
shapes between the computed elevation angle mapping
curves (blue) and the ground truths (red).
100 BRDFs + non-uniform light source distribution.
We then evaluate the proposed methods when the light
sources are non-uniformly distributed. We choose 83
light sources as shown in the bottom of Fig. 6 (a). Their
distribution is obviously non-uniform: light sources are
dense in one area and sparse in the other area.
Table 2 shows the average results for all 100 BRDFs.
The average surface normal error is 9.68◦ for the 1D-sym
method and is 6.58◦ for the 2D-sym method. Although
both methods improve the initial solution greatly, the
2D-sym method has clearly a better average performance
than the 1D-sym method; it is better for 86 BRDFs
which are almost non-diffuse ones. Remember that the
two methods perform similarly when the light sources
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Fig. 8. Results for 100 BRDFs by using the 1D-sym method under roughly uniformly distributed light sources. Elevation
angle re-mapping curves (blue: estimated; red: ground truth) and recovered symmetry data are shown.

Fig. 9. Average surface normal error maps of 100 BRDFS
under non-uniform lights by using: initialization (left), 1Dsym method (middle) and 2D-sym method (right).
TABLE 2
Average surface normal/light source errors for 100
BRDFs under non-uniformly distributed light sources.
Method

Init. err.

Final err.

Superior cases

Light err.

1D-sym
2D-sym

15.50◦
15.50◦

9.68◦
6.58◦

14 × 2.63◦
86 × 5.11◦

5.96◦
5.96◦

are roughly uniformly distributed. Therefore, results in
Table 2 reflect the fact that the performance of the
1D-sym method heavily depends on the light source
distribution, while the 2D-sym method has the merit in
that it can be applied in more general cases. For a more
intuitive understanding, we plot the average error maps
of surface normals produced by initialization, 1D-sym
and 2D-sym methods in Fig. 9 for a direct comparison.
The proposed method for light source estimation also works well for the non-uniformly distributed light
sources. As shown in Table 2, the average light source
error is 5.96◦ , which is similar to and even smaller than
that in the case of uniform lights. It indicates that our
light source estimation method is robust to the change
of light source distribution and can produce consistently
accurate results.
For the 2D-sym method, we plot its error for each
BRDF in Fig. 10 and also show some representative
examples of 2D BRDF symmetry before/after using the
2D-sym method. The BRDF data (blue dots) are mapped
to the ideal symmetric values (red dots) via optimization.
Different from the results in Fig. 8, the 2D-sym method
can better handle specular BRDFs, while it produces
relatively larger errors for 1) some BRDFs in the MERL

database that contain visually noticeable artifacts, and 2)
some diffuse BRDFs that are ‘skipped’ without optimization since diffuse BRDFs do not show clear 2D symmetry
(case D in Fig. 10).
Comparison with Other Methods. We further compare
our results with those of previous methods. The same
dataset as above, i.e., hemispherical surfaces rendered
with 100 BRDFs and both 82 roughly uniform and 83
non-uniform light directions, is used to conduct experiments for all methods. Because handling both unknown
light sources and unknown general BRDFs is very challenging, it is not easy to find previous methods that can
solve this problem without additional assumptions to
ours. Eventually, we choose the following methods that
can output reasonable results using the same input:
1) LowRank [20]+light: a low-rank minimization-based
method that robustly handles non-Lambertian
BRDFs. We provide it with our estimated light sources
to produce the final output.
2) UPS-IP [42]: a state-of-the-art method for uncalibrated photometric stereo with general unknown
BRDFs. Note that [42] proposes two methods and
here we refer to the one that does not require
additional database as input.
3) LDR [43]: a recent method that solves uncalibrated
photometric stereo by analyzing diffuse maxima.
4) Entropy [14]: a well-known method that solves
uncalibrated photometric stereo via entropy minimization.
Note that although [20] is designed to handle various
BRDFs, it needs known light sources to output accurate
solutions. For this purpose, we provide it with our
estimated light sources and denote the resulting method
as “LowRank+light”. This is unfair to other methods but
it helps determine the upper bound performance of [20].
Average estimation accuracy of all methods are shown
and compared in Table 3. The proposed 1D-sym and
2D-sym methods achieve significantly better estimation
accuracies than other ones in both cases of 82 and 83 light
sources, while the 2D-sym method appears to be the
only one that can solve the problem accurately with non-
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ipswich-pine-221
yellow-matte-…
gray-plastic
two-layer-gold
nickel
polyethylene
pink-felt
pink-plastic
alum-bronze
color-changing-…
red-fabric
violet-acrylic
blue-metallic-…
specular-violet-…
green-metallic-…
purple-paint
violet-rubber
black-obsidian
hematite
color-changing-…
red-metallic-paint
aluminium
pink-fabric2
gold-metallic-…
color-changing-…
ss440
white-fabric
white-paint
green-latex
specular-black-…
specular-green-…
blue-fabric
pvc
red-fabric2
chrome
beige-fabric
red-phenolic
green-fabric
pink-fabric
polyurethane-…
tungsten-carbide
steel
green-acrylic
brass
black-phenolic
blue-acrylic
specular-blue-…
chrome-steel
white-fabric2
dark-specular-…
silicon-nitrade
grease-covered-…
black-fabric
light-brown-fabric

errors [deg.]
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Fig. 10. Results for 100 BRDFs by using the 2D-sym method under non-uniformly distributed light sources. Examples
of the 2D BRDF symmetry (folded for easy illustration as in Fig. 3) before/after optimization are shown.
TABLE 3
Comparison of average estimation accuracy for different methods with 100 BRDFs and 82/83 light sources.
1D-sym

2D-sym

LowRank [20]+light

UPS-IP [42]

LDR [43]

Entropy [14]

82 (roughly uniform)

Normal err.
Light err.

6.0 ± 2.4◦
6.1 ± 2.0◦

5.7 ± 1.9◦
6.1 ± 2.0◦

13.7 ± 10.0◦
−

15.0 ± 8.4◦
−

13.1 ± 4.2◦
15.1 ± 2.8◦

16.7 ± 5.6◦
12.9 ± 4.7◦

83 (non-uniform)

Normal err.
Light err.

9.7 ± 4.6◦
6.0 ± 2.2◦

6.6 ± 2.0◦
6.0 ± 2.2◦

14.6 ± 11.4◦
−

16.8 ± 8.5◦
−

14.7 ± 4.5◦
15.4 ± 3.2◦

22.7 ± 7.6◦
21.9 ± 9.8◦

Surface normal error [deg.]

Light sources

Fig. 11. Comparison of average surface normal errors
produced by different methods.
uniform illumination. Average results are also shown
and compared in Fig. 11 for both 82 and 83 lights.
Results for Complex 3D Models. We conduct experiments using seven synthetic 3D surfaces shown in Fig. 6.
They are rendered with seven typical BRDFs under 83
non-uniformly distributed light sources. Their normal
maps are recovered by using the method in [7] and
the proposed 1D-sym and 2D-sym methods. Table 4
show the numerical results, including surface normal
estimation errors and light source estimation errors. By
comparing the surface normal estimation errors, we can
again confirm the best performance of the proposed 2Dsym method. Representative results produced by the 2Dsym method are further given in Fig. 12 for visualization,
where the 3D surfaces are reconstructed by using the
poisson reconstruction algorithm [44].
6.2 Results for Real Scenes
We evaluate our method by using images captured in
real scenes. We use the recent datasets provided by

TABLE 4
Results for 3D models with 10 BRDFs under 83 lights.
3D Model

Init. [7]

1D-sym

2D-sym

Light err.

Bunny
Lion
Armadillo
Beethoven
Dragon
Buddha
Rabbit

21.2◦
7.9◦
18.8◦
22.0◦
7.4◦
10.7◦
14.4◦

11.9◦
7.9◦
20.1◦
6.9◦
7.5◦
7.3◦
12.0◦

6.6◦
7.9◦
9.1◦
5.2◦
5.3◦
5.5◦
10.0◦

10.2◦
10.5◦
6.8◦
7.3◦
7.2◦
7.1◦
7.4◦

Average

14.6◦

10.5◦

7.1◦

8.1◦

Ikehata et al. [21] and Shi et al. [45]. These datasets
are difficult for common photometric stereo methods
since the captured objects have non-lambertian or even
high specular BRDFs. Besides, handling some objects
with complex surface geometry and large concavity may
suffer from severe cast shadows. In our setting, we conduct all the experiments without light source calibration,
which makes the task far more difficult.
Experimental results are provided in Fig. 13, where
we show the estimated surface normal maps, the depth
maps and the reconstructed 3D surfaces. These results
demonstrate the ability of our method to handle complex
3D surfaces with general BRDFs. Some noise due to specular highlights exists in the recovered surface normal
map, e.g., for the 4-th and 7-th objects, whose positions
are consistent with those of the specular highlights under various light source directions. Note that the light
sources used to produce the input images do not cover
the whole visible hemisphere and this does not meet our
previous assumption in Section 5. To solve this problem,
we just let the method know the maximum light source
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Fig. 12. Results for synthetic surfaces under 83 non-uniform lights. They are produced by using the 2D-sym method.
More details and comparisons between different methods are provided in Table 4.

Fig. 13. Results for real objects. They are produced by using the 2D-sym method. Quantitative comparisons with
other methods are provided in Table 5.
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TABLE 5
Estimation accuracy on real world data.
Scene

Ours AM07 [14] SM10 [6] WT13 [46] LM13 [8] PF14 [43]

Cow

15.0◦

54.7◦

22.7◦

22.5◦

19.8◦

19.5◦

Goblet

18.3◦

46.5◦

48.8◦

29.2◦

20.6◦

29.9◦

Reading

22.3◦

53.7◦

27.0◦

48.2◦

59.0◦

24.2◦

Harvest

28.0◦

61.7◦

73.9◦

34.5◦

55.5◦

29.2◦

Average-C

20.9◦

54.2◦

43.1◦

33.6◦

38.7◦

25.7◦

Ball

9.3◦

7.3◦

8.9◦

4.4◦

22.4◦

4.8◦

Cat

12.6◦

31.4◦

19.8◦

36.6◦

25.0◦

9.5◦

Pot1

12.4◦

18.4◦

16.7◦

9.4◦

32.8◦

9.5◦

Bear

10.9◦

16.8◦

12.0◦

6.4◦

15.4◦

9.1◦

Pot2

15.7◦

49.2◦

50.7◦

14.5◦

20.6◦

15.9◦

19.0◦

32.8◦

15.5◦

13.2◦

25.8◦

14.9◦

Average-all 16.3◦

37.2◦

29.6◦

23.9◦

27.6◦

16.7◦

Buddha

about the half vector. By using the collected symmetric
data, we develop two efficient and accurate modeling
and solution methods for surface normal estimation.
Our method also recovers light sources robustly in the
case of general isotropic BRDFs, and this helps our
methods work in an uncalibrated manner. Experimental
results confirm that our methods can handle the most
challenging problem of uncalibrated photometric stereo
with general isotropic reflectances and produce stateof-the-art results. Future works include eliminating the
effects caused by cast shadows and inter-reflections to
improve the performance for real scenes.
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