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Abstract— In this paper, we address the problem of free
head motion in appearance-based gaze estimation. This problem
remains challenging because head motion changes eye appearance significantly, and thus, training images captured for an
original head pose cannot handle test images captured for other
head poses. To overcome this difficulty, we propose a novel gaze
estimation method that handles free head motion via eye image
synthesis based on a single camera. Compared with conventional
fixed head pose methods with original training images, our
method only captures four additional eye images under four
reference head poses, and then, precisely synthesizes new training
images for other unseen head poses in estimation. To this end,
we propose a single-directional (SD) flow model to efficiently
handle eye image variations due to head motion. We show how
to estimate SD flows for reference head poses first, and then
use them to produce new SD flows for training image synthesis.
Finally, with synthetic training images, joint optimization is
applied that simultaneously solves an eye image alignment and
a gaze estimation. Evaluation of the method was conducted
through experiments to assess its performance and demonstrate
its effectiveness.
Index Terms— Eye, gaze estimation, face
recognition, head pose-free, image synthesis.

and gesture

I. I NTRODUCTION

H

UMAN beings receive most sensory information through
the eyes during interaction with the environment.
In this sense, human gaze is a crucial cue that reveals
one’s attention, desires, feelings, and many other important
statuses. Eye tracking has therefore been studied for the past
several decades [1] in order to meet the requirement of a
variety of applications such as human-computer interaction,
virtual training/education, cognitive study, medical treatment,
ego-centric activity analysis [2], and video surveillance [3].
Early eye gaze tracking systems used intrusive devices that
were head-mounted or skin-attached. In contrast, computer

vision-based methods, which allow us to study where a
person is looking by using remote cameras, have now
become the majority. Computer vision-based methods can be
roughly divided into two categories: model-based and
appearance-based [4], [5]. The model-based methods occupy
the majority of existing gaze estimation techniques since they
support head motion easily. However, they typically require
dedicated hardware such as IR lights and high definition
cameras. Although simple IR components are widely available nowadays, the complete solution for gaze estimation is
still very expensive and relative bulky; they are unlikely to
be installed in recent mobile devices. On the other hand,
the appearance-based methods only use an ordinary camera
installed on common devices, and thus they are promising in
many practical sceneries. This motivates our research focus in
this paper.
This paper addresses the major difficulty in appearancebased methods, namely handling free head motion. It is a
more fully developed technique that extends our previous
work [6]. Head motion causes problem since it changes eye
appearance significantly. In particular, a typical appearancebased method uses training eye images and test images; if head
motion deforms a test image greatly, estimation using original
training images will fail. In addition, it is also difficult to align
significantly deformed eye images precisely.
We address such a head motion problem via eye image
synthesis. Our technique can be implemented based on
any conventional appearance-based method and its original
training images; we also use a camera-based algorithm to
obtain head pose information by using the original camera.
The key is that, for any new head pose in estimation,
we synthesize its corresponding new training images, rather
than physically capturing them or using the original ones.
The only additional training cost for synthesis is to capture
four additional training images only once. With synthetic
training images, the remaining becomes a conventional fixed
head pose gaze estimation that can be solved easily. Primary
contributions of this work are as follows:
(1) Our method can be applied for any conventional
appearance-based method to allow for head motion.
(2) We propose a single-directional (SD) flow framework
and its solution. Our method models eye appearance
variations due to head motion efficiently, and synthesizes
eye images for new head poses precisely.
(3) Our synthesis uses original training images of conventional methods; besides, the only additional training cost
is to capture four additional images just once.
(4) A joint optimization framework to simultaneously solve
eye image alignment and gaze estimation.

In terms of image-based rendering, our synthesis framework belongs to the category where the geometric model is
implicitly used according to Shum et al. [7]. Methods in this
category typically assume the epipolar constraint and known
pixel correspondence [8]–[10]. Besides, similar to the work for
object recognition [11] by Su et al. our method is partially
inspired by the view morphing technique [8]. However, our
method differs from these techniques in some aspects. They
pre-warp images by using the recovered fundamental matrix,
while we rectify captured images by using 3D head pose
information; instead of extracting or assigning correspondence
for sparse feature points, we use precisely estimated dense
pixel flow for accurate synthesis.
The rest of this paper is organized as follows. After
surveying the related works in Section II, we summarize the
proposed method in Section III. Subsequently, Section IV
describes the proposed eye appearance synthesis in detail,
and Section V explains how to perform gaze estimation using
synthetic training images. Section VI then gives experimental
evaluation results, and we finally conclude the paper
in Section VII.
II. R ELATED W ORKS
According to recent surveys [4], [5], gaze estimation
techniques based on computer vision can be roughly divided
into two categories: model-based and appearance-based.
Existing techniques in the former category use small eye
features to fit specific models and then use them to calculate
gaze directions geometrically. The commonly used features
include near infrared (IR) corneal reflections [12]–[16], pupil
centers [17], and iris contours [18], [19] that are extracted
from high resolution eye images. The commonly used models
include conventional 2D or 3D eyeball models [13] or cross
ratio models [12], [20]. These methods occupy the majority
of gaze estimation techniques, while they usually require
hardware such as IR lights, stereo cameras, and pan-tilt/
high-definition cameras [21]–[23]. Although these components
are widely available and easy to use in laboratory, the complete
consumer solution is still very expensive and large in size; they
are unlikely to be installed in mobile devices soon.
On the other hand, appearance-based methods only require a
single camera to capture ordinary eye images. These methods
do not use any geometric model of the eyeball; they use
an entire eye image as a high-dimensional input. However,
they need to capture a sufficient number of training images.
Early systems reported by Baluja and Pomerleau [24] and by
Xu et al. [25] trained neural networks with thousands of
training samples. Tan et al. [26] proposed a method using
local linear mapping between high-dimensional eye images
and 2D screen coordinates, which requires hundreds of training
samples. In order to reduce the number of training samples,
Williams et al. [27] developed a semi-supervised method
that accepts unlabeled training images. Lu et al. [28], [29]
introduced an adaptive regression method to use sparsely
collected training samples and also handle some robust issues.
Sugano et al. [30] implicitly collected training samples by
using information of visual saliency from a video clip; this
idea is also applicable for a model-based method [23].

Fig. 1.
Problem with head motion. Appearance-based gaze estimation
relies on training images. However, head motion changes eye appearances
drastically. In the figure, training and test images correspond to the same
eyeball orientation, but they look significantly different due to head motion.

As for head motion, it is well handled by many modelbased methods because they only use reflection points
on the eyeball surface regardless of head pose. However,
appearance-based methods usually perform poorly if a user’s
head is not stationary, because training images cannot match
test images if they are captured for different head poses
as shown in Fig. 1. In addition, eye image alignment is
also difficult under significant image deformation as shown
in Fig. 1.
Only a few appearance-based methods with quantitative
results have been reported to handle this problem.
Yamazoe et al. [31] and Heyman et al. [32] tried to develop
uncalibrated gaze estimations. However their accuracies
approximated 10°. Sugano et al. [33] proposed re-collecting
training images for each cluster of head poses, which results
in a long-term training. Lu et al. [34], [35] suggested learning
the estimation errors due to head motion by Gaussian process
regression, which requires 100 additional eye images captured
in a short video clip. Mora and Odobez [36] extended [28]
and used RBG-D images for robust estimation under head
motion, however their accuracy is relative low. Overall,
handling head motion in appearance-based methods is still
challenging.
III. OVERVIEW OF THE A PPROACH
A. Assumptions and Requirements
Our method can be applied for conventional appearancebased methods to allow for head motion. Their originally
collected training samples for a fixed head pose is kept and
used. Besides, the only training cost we added is to capture
four images under four reference head poses only once.
We use head pose as input, obtained by a camera-based
head tracking algorithm. It works with the same camera for
gaze estimation and thus does not require additional hardware,
e.g., cameras, IR light sources or head mounted devices.
Besides, for geometry calibration, we manually measure the
screen size, the relative camera position to screen, and the
relative camera-screen orientation difference in angle. They
are used for conversion between screen positions and gaze
directions.
Illumination effects are partially handled by using bilateral
filters to suppress the small-scale noise and using histogram
equalization to deal with global illumination variation. These
techniques are generally effective to handle various illuminations to a large extent, and thus we do not propose further
treatments and ignore the remaining illumination influences.
Besides, because head motion changes eye surface orientation,
the resulting shading pattern cannot be constant, which affects
the appearance-based method to some degree. Since re-shading

Fig. 2. Overview of the proposed approach. Four major steps are illustrated including eye image rectification, reference data production, training image
synthesis and joint gaze estimation with sub-pixel eye image alignment. (a) a fixed camera and head motion, (b) regarding head motion as camera motion,
(c) camera motions and the pixel motions, (d) the default and four reference head poses (represented by cameras), (e) the default and four reference eye
images, (f) a new input head pose (represented by a new camera), (g) eye image synthesis for the new head pose, (h) training image synthesis for the new
head pose.
TABLE I
or shading removal are difficult, our method does not consider
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this issue either. All resulting errors exist in the final results.

With these assumptions, our method is designed to support
(full rotations and translations) head motion and gaze variation
based on a single camera. No special devices are required.
B. Brief Introduction of the Method
The proposed approach comprises four major steps (Fig. 2).
The first step is eye image rectification. This step corrects
random projective distortions in eye images due to variant capture directions, by assuming multi-camera capture instead of
head motion. A resulting “single-direction (SD) flow model”
is proposed based on this configuration (Fig. 2 (a)-(c)).
The second step is reference data production. We define four
reference head poses besides the default one (original fixed
head pose). Four images are captured under them. Then, using
the SD flow model, we estimate reference SD flows between
the default image and the reference images (Fig. 2 (d), (e)).
The third step is training image synthesis. Given a new
head pose represented by its camera position, we produce its
SD flow by using the reference SD flows. With this SD flow,
we synthesize new training images for the new head poses
based on the original training images (Fig. 2 (f)-(h)).
The final step is joint gaze estimation with sub-pixel eye
image alignment by using synthetic training images. Thanks
to the first three steps, the synthetic training images makes
gaze estimation under any head pose as easy as conventional
fixed-head pose problem to solve.
We describe each step in the following sections. Some
important notations are defined in Table I for quick look-up.
Algorithm 1 then briefly summarizes the proposed
method.
IV. E YE I MAGE S YNTHESIS FOR U NSEEN H EAD P OSES
In this section, we propose eye image synthesize for
arbitrary head poses. In summary, we rectify eye images to
reduce projective distortions. Then for any new head pose, we
produce an image pixel flow. This pixel flow can transform any

Algorithm 1 Overview of the Proposed Method

eye image from the default head pose to the new head pose,
if there is no eyeball rotation. In other words, the unique pixel
flow works for any eyeball orientation which does not change
during the same head motion.
A. Eye Image Rectification
We rectify all eye images in accordance with their head
poses. Because of free head motion, eye images are captured
from arbitrary view angles that cause random projective distortions. A proper rectification aims at correcting such projective
distortions to benefit the following image processing steps.
In particular, this enables our eye image synthesis later.
To this end, we propose first interpreting head motion by
camera position change to facilitate the following rectification.
Interpreting by multiple camera capturing instead of
head motion is the key of our technique, as shown

Fig. 3.
Image rectification. We re-define the global coordinate system
O-XY Z by the head coordinate system in (b), and then rotate and translate
camera in (c) and (d). This process applies a projective transformation on
image.

in Fig. 2 (a) and (b). In particular, we apply coordinate
transformation as follows. For any head pose, the user’s head
coordinate system H -X Y  Z  is defined as the new global
coordinate system O-XY Z , as shown in Fig. 3 (a) and (b).
Then, in the new coordinate system, the camera is no
longer fixed at the old origin O. Denote the head pose as
 = (x, y, z, r x , r y , r z )T , where {x, y, z} are the head translation distances and {r x , r y , r z } are the rotation angles. Then
its corresponding camera position c in the head coordinate
system becomes:
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where θx = −r x , θ y = tan−1 (tan r y · cos r x ), and θz = −r z .
Note that this step only changes the coordinate system and
calculates the corresponding camera position. All the relative
geometric relationships in the scene remain the same and thus
the originally captured image remains unchanged.
By now, any head pose can be represented by a camera
position. Then, we can rectify captured images in accordance
with their camera positions instead of head motions. The key
is to move all cameras parallel and coplanar. In particular,
we rotate the cameras so that their optical axes are parallel
to the Z -axis, and we translate the cameras along the Z -axis
to have the same Z -distance from the origin O, as shown
in Fig. 3 (c) and (d). This makes all cameras parallel and
coplanar and leads to a SD pixel flow model in Section IV-B.
Accordingly, we describe how to rectify the images by
rotating and translating the cameras. Consider an imaging
process under homogeneous coordinates. A pin-hole camera
is parameterized by an intrinsic matrix K ∈ R3×3 , comprising
camera focal length and other intrinsic parameters, and an
extrinsic matrix [ R T ] ∈ R3×4 . As shown in Fig. 3 (b), each
3D point P is projected to a point p in the image plane by
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Fig. 4. Illustration of SD pixel flow model. Under the parallel plane condition,
camera displacements are parallel and proportional to their corresponding
pixel displacements when capturing any 3D point P. Note that image cropping
adds misalignments to those pixel displacements.

We first rotate the camera so that its optical axis is parallel to
the Z -axis of the head coordinate system. Let Π = M z M y M x
denote the corresponding rotation matrix computed using the
same matrices in Eq. (1). As shown in Fig. 3 (c), the new
2D projection p† in the resulting image after camera rotation
becomes
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where z  is the Z -axis value of c computed in Eq. (1).
The next step is to translate the camera position c along
the Z -axis to a fixed c∗ , as shown in Fig. 3 (d). Adding this
to Eq. (3), we will have the final pixel position p∗ as
 ∗
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Note that any new camera used by the system should be
calibrated first to obtain its intrinsic matrix K ,1 and all
other values are known to compute p∗ from p. Therefore,
all captured images can be rectified by using transformation
in Eq. (4), while no constraint is imposed on the head pose.
Another merit of doing rectification is that it makes all cameras
parallel and coplanar, and therefore, 6D head motion is now
converted to only 2D in-plane displacements, which helps
handle the problem with much lower complexity.
In the rest of the paper, all mentioned images are rectified.
Their 6D head poses are represented by 2D camera positions,
and the corresponding head motions are represented by
2D camera displacements. Note that c in Eq. (1) denotes
a camera position before rectification. However, hereafter we
use c to denote a camera position after rectification.
B. Single-Directional Pixel Flow Model
In this section, we propose a single-directional (SD) pixel
flow model to handle pixel variation between eye images due
to only head motion. In Fig. 4, all cameras are now parallel
and share a unique camera plane perpendicular to their optical
axes. As a result, all their images share a unique image plane
which is parallel to the camera plane.
1 We assume fixed intrinsic parameters during use. If the camera auto-adjusts
its focal length, our method requires its feedback to update the matrix K .

We denote such a case as satisfying the “parallel plane
condition”. Under this condition, we study the correspondence
between camera positions and pixel positions. Without loss of
generality, assume that a 3D point P is captured by multiple
cameras {ci } at pixel {pi } in the image plane, as shown
in Fig. 4. Because the camera plane and image plane are
parallel, the polygons formed by {ci } and {pi } are always
similar. This leads to three observations, as follows.
1) Flow Direction: Pixel displacement pi − p j between
images i and j for any 3D point P is parallel to the camera
displacement ci − c j . This is true for any 3D point, therefore
all pixel displacements between pixel pairs in images i and j
are parallel since they are all parallel to ci − c j . Therefore,
the pixel flow is called single-directional flow.
2) Flow Combination: Because polygons formed by
{ci } and {pi } are always similar, they always share the same
linear combination. In particular, if ci −c j = λk (ck,1 −ck,2 )
in the camera plane, where {ck,1 , ck,2 } are a set of cameras
and {λk } are certain coefficients, then for any 3D point P, the
same linear combination pi − p j =
λk (pk,1 − pk,2 ) also
holds true in the image plane, where {pk,1 , pk,2 } are pixels
captured by {ck,1 , ck,2 }. In other words, exactly the same linear
combination to produce a particular camera displacement can
be used to produce the corresponding pixel flow.
3) Effect of Image Cropping: The above observations are
made based on the identical pixel coordinates in the image
plane. However, when eye images are individually captured
and cropped, misalignments may change their local pixel
coordinates by adding global shifts to their SD flows.
Based on these observations, the actual pixel flow,
which models the variation between any two eye images,
comprises a SD flow and a global shift. To determine
the SD flow, we use a linear combination of some known
reference SD flows, and such a linear combination can be computed by using their corresponding camera positions. In the
next section we describe how to obtain the required reference
SD flows.
C. Single-Directional Flow Estimation for Reference Images
Reference SD flows are estimated from eye images captured
under reference head poses, as shown in Fig. 2 (d) and (e).
1) Problem Formulation: Without loss of generality,
let I denote an eye image captured under a default head
pose, and let J denote a reference eye image captured under a
different head pose. We estimate pixel flow w(x) that displaces
pixel x in image I to pixel x + w(x) in image J :
I (x) = J (x + w(x)).

(5)

Figure 5 shows an example of pixel flow between two eye
images. As described in Section IV-B, we expect a SD pixel
flow between two images. In other words, image J can be
synthesized by moving all pixels in image I along a single
direction. However, image cropping causes pixel coordinates
misalignment and adds a global shift to all pixels. Therefore,
an actual pixel flow is a combination of a SD flow u and a
global shift h. Note that in our analysis, h actually denotes
one component of the global shift that is perpendicular to u;

Fig. 5.
Pixel flow between two images. Pixel displacements between
two images should be single directional, but there is always a global
misalignment due to cropping. The actual flow is a combination of
a SD flow and a global shift h = h 2 − h 1 .

the parallel component of the shift is included in u for
convenience. Therefore, we finally denote the actual flow as
w(x) = u+h = [u(x) cos θ + h sin θ, −u(x) sin θ + h cos θ ]T ,
(6)
where θ is the inclination angle of u that can be calculated
from camera positions. Moreover, u(x) denotes the magnitudes
of u at each pixel, and h denotes the magnitude of h, which
is a constant at every pixel. Hereafter, we use just u to stand
for u(x).
To solve Eq. (5) for u and h, we re-formulate it as an
optical flow optimization problem. Following the method of
Brox et al. [37], the problem is written as
{u, h} = arg min[E Dat a (u, h) + α E Smoot h (u)],
u,h

(7)

where E Dat a (u, h) serves as a fidelity term to guarantee
Eq. (5) and E Smoot h (u) is a smoothness term. To define these
two terms, taking image I for instance, we derive a set of
images {I l } from I indexed by l, including I ’s weighted
grayscale image, chromatic images, and gradient images, and
use {Ixl } and {I yl } to denote the derivatives of {I l }. Similarly,
{J l }, {Jxl }, and {Jyl } are also defined from image J . After
local linear expansion and using Eq. (6), the fidelity term and
smoothness term can be written as
E Dat a (u, h) =
≈





([ J l (x + w(x)) − I l (x)]2 )dx
l

([(J l − I l ) + (Jxl cos θ − Jyl sin θ )u
l

+ (Jxl sin θ + Jyl cos θ )h]2 )dx
:=
E Smoot h (u) =





l
([Du,h
]2 )dx,
l

([∇u]2)dx,

(8)

where  denotes
the image domain containing all pixels and
√
(s 2 ) = s 2 + ε2 (ε = 0.001) is a robust convex function
to approximate the l 1 -norm of s. Note that in the smoothness
term, only u exists because h is a globally constant value and
thus it does not affect smoothness.
Previous works [38]–[40] solve similar problems. However,
our method differs in that we do not assume fully aligned
image pairs since we have an additional unknown h.

Also, we propose a directional-weighted smoothness constraint
later for better estimating the SD pixel flow in our case.
2) Solution: Equation (7) can be minimized by solving its
Euler-Lagrange equations, which can be represented as follows
after taking into consideration Eq. (8):
l
l
[  ([Du,h
]2 )Du,h
(Jxl cos θ − Jyl sin θ )]
l

− α · div(  ([∇u]2 )∇u) = 0,


l
l
[  ([Du,h
]2 )Du,h
(Jxl sin θ + Jyl cos θ )]dx = 0.

(9)

Fig. 6. Effects of different smoothness strategies. With isotropic smoothness,
large/small α results in dissimilarity/outliers in (c)/(d). Improvements
can be achieved by introducing the weighted smoothness constraint
(weights ratio: 5 in (e)). If the ratio becomes larger (10 in (f)), inconsistency
between the parallel flows can be seen in the synthetic image.

l

Since u has different values at each pixel and h is a global
constant, Eq. (9) comprises n p + 1 equations with n p + 1
unknowns, where n p is the number of pixels in .
Equation (9) is nonlinear w.r.t. u and h due to the
l
term   ([Du,h
]2 ). If u has large values at many pixels, a direct
linear approximation is insufficient. Therefore, we use a
two-loop iterative method to find its solution numerically.
During the outer-loops, u and h are updated iteratively. First,
current u and h are used to synthesize I (x; u, h) from the
original I . If I (x; u, h) is not close enough to the target J ,
we define a sub-problem, which seeks for pixel flow
u and h to synthesize J from I (x; u, h), and then solve it
in inner-loops. Then, u and h are updated by u and h for
the next outer-loop.
During the inner-loops, the sub-problem from the outer
loop is solved w.r.t. u and h. For each iteration, current
values of u and h are used to compute the non-linear
l
]2 ), which turns Eq. (9) into a linear system
term   ([Du,h
of equations. New u and h are then obtained by solving
the linear equations and used to initiate the next inner-loop.
Convergency is confirmed by checking if the variation
of current solution is below a small threshold. For fast
convergence and better robustness, we add an initialization
step before iteration, where an unconstrained optical flow is
first estimated by Brox et al.’s method [37] and then projected
to the directions of u and h as initial guesses.
3) Weighted Smoothness Constraint: We consider the
term −α · div(  ([∇u]2 )∇u) in Eq. (9), which controls the
smoothness of u in our solution. According to Brox [41], this
term can be computed in a discrete form at the i -th pixel as


−α · div( ([∇u] )∇u) ≈ −α

gi j (u j − u i ),

2

(10)

j ∈N(i)

where j indexes the four neighbors of pixel i and gi j is
the pixel intensity diffusivity from pixel i to pixel j , which
is computed from the gradient map. This term serves as
an isotropic smoothness constraint on the flow. The only
parameter to adjust is α. However, in our case the SD flow u
has a single direction at all pixels. Therefore it is natural to
design an anisotropic smoothness constraint.
We consider different smoothness effects along and
perpendicular to the direction of u. The former forces u to
be continuous along its direction to avoid outliers, while the
latter penalizes inconsistency in the perpendicular direction
of u. We conclude that larger weight should be given to the
former as shown in Fig. 6. In practice, our method captures

four reference images during upward, downward, leftward and
rightward head rotations, which make the SD flows between
the default image and each reference image have approximately horizontal or vertical directions. Therefore, weights can
be simply assigned on pixel boundaries in Eq. (10) by
−α · div(  ([∇u]2 )∇u) ≈ −α

βi j · gi j (u j − u i ), (11)
j ∈N(i)

where weight βi j is (empirically 5 times) larger when pixels
i and j are connected along u’s direction than that for the
perpendicular direction.
By now, pixel flows for reference images are estimated,
including components u and h. For eye image synthesis, h can
be discarded since it is constant at all pixels and only shifts
image coordinates; we only keep SD flow u as references.
D. Eye Image Synthesis for Unseen Head Poses
By using the estimated reference SD flows and the SD flow
model in Section IV-B, we predict new SD flows to synthesize
unseen eye images due to only head motion. In particular,
as shown in Fig. 2 (f), given a test image captured under an
unseen head pose , we first compute its camera position c in
the camera plane. Then, we find a proper linear combination
to produce pixel flow u for image synthesis for .
Without loss of generality, let c 1 and c 2 be the two closest
camera positions of reference head poses to c , and let c0
denote the camera position of the default head pose. We solve
the following equation for λ1 and λ2 :
c − c0 = λ1 (c1 − c 0 ) + λ2 (c2 − c 0 ) ∈ R2 ,

(12)

where camera motion c − c 0 is linearly represented by
c 1 −c 0 and c 2 −c 0 with coefficients λ1 and λ2 . Following
the discussion in Section IV-B, pixel flow u from the default
eye image to the new eye image under head pose  can be
calculated using the same linear combination, by
u = λ1 u1 + λ2 u 2 ∈ R2 ,

(13)

where pixel flows u1 and u2 correspond to c1 − c0 and
c 2 − c0 . Such a linear combination strategy is intuitively
shown in Fig. 2 (f) and (g).
We can then synthesize unseen eye image by using u :
I (x + u ) = I 0 (x),

(14)

where I and I 0 denote the unseen eye image and the default
eye image, respectively. In this manner, we synthesize eye

images for different head poses from one image under the
default head pose by using different pixel flows. Note that
these images correspond to the same eyeball rotation.
V. G AZE E STIMATION W ITH H EAD M OTION
A. Training Images Synthesis
This section describes training eye image synthesis for
arbitrary head poses. For gaze estimation, a training set
contains eye images for different eyeball rotations. Assume
a training image set {I0 ,m } is captured under a default
head pose  0 , where m indexes different eyeball rotations
(gaze directions). By using our proposed synthesis technique,
a new training image set {I,m } can be directly synthesized
for a new head pose  from the original training set {I 0 ,m }
by
I,m (x + u ) = I 0 ,m (x), m = 1, · · · , M,

(15)

where M is the number of training images. With these
synthetic training eye images, gaze estimation can be performed for head pose  in a conventional fixed-head pose
manner.
Note that when we synthesize an eye image I,m from
I 0 ,m , we use the unique pixel flow u for any m. This
allows us not to do pixel flow estimation for different m
in Section IV-C. The reason is that we assume a smooth and
spherical eye region surface, and thus the surface geometry
is stable against eyeball rotation. Therefore, during head
motion, regardless of the eyeball orientation, the underlying
geometry correspondence is unique and can be depicted by the
unique u . If the eyeball orientation does not change during
head motion, the pixel correspondence also follows u . As a
result, we can synthesize each I,m from I 0 ,m with the same
m (same eyeball orientation) by using the unique u ; after we
have processed all m, we can eventually obtain {I,m } for all
eyeball orientations under the new head pose .
B. Pre-Synthesis of Training Images
In practice, real-time image synthesis for every new head
pose is prohibitively expensive. Therefore, we suggest synthesizing training images {In ,m } only for a set of selected anchor
head poses { n }. Synthesis can be done for all { n } together
before estimation, or individually for each  n when it is first
requested during estimation.
During gaze estimation, for any unseen head pose ,
we can directly acquire the pre-stored {I n ,m }, where  n is
the closest to . In practice, it is reasonable to set the interval
of { n } to be equivalent to a 3 ∼ 5° viewpoint bias, in
order to maintain a good precision for image synthesis and
gaze estimation. Such a small viewpoint bias does not change
the observed eye appearance significantly. More thorough
investigation on the appropriate number of anchors is given
later in the experiments.
C. Gaze Estimation Using Synthetic Training Data
This section describes how to use synthetic training eye
images {I,m } to perform gaze estimation for a test eye image
Iˆ captured under arbitrary head pose .

Denote gaze directions of the training eye images as {gm }.
We represent {gm } under the head coordinate system, and
thus, they are invariant under different head poses. Then the
remaining problem is to infer test gaze direction ĝ from a test
eye image Iˆ using {I,m } and {gm }. This is a conventional
fixed-head pose problem and can be solved, for instance, by
using a local-based linear regression method [26], [28]:
ĝ =

wm gm ,
m

s.t. {wm } = arg min
wm



( Iˆ −

wm I,m )2 ,

(16)

m

where {wm } are the solved linear combination weights and
wm = 0 only when the corresponding I,m is close enough to
Iˆ under the 2 -norm metric.
To use Eq. (16), test eye image Iˆ needs to be cropped from
the entire image Ê  first and aligned to {I,m } in advance.
Conventional methods do not explicitly align images because
they capture under a fixed head pose. However, in our case
alignment is important due to free head motion. The difficulty
is that training images {I,m } have different appearances due
to eyeball rotations, and there is no obvious choice in {I,m }
as a reference that Iˆ should be aligned to.
We solve this problem by iteratively updating both image
alignment and gaze estimation. The key idea is that we do not
align Iˆ to any single training image in {I,m } but align it to
the reconstructed eye image in Eq. (16). Thanks to the previous
rectification, the only alignment type here is 2D translation
τ = (tx , t y )T . Denote pixels in the initial alignment region
as xa . The aligned eye image is then computed by


x + xa
),
(17)
I (x) = E (T τ
1
where T τ is a transformation matrix:


1 0 tx
Tτ =
.
0 1 ty

(18)

We seek for the best alignment parameter τ so that the
resulting eye image Iˆ minimizes the constraint in Eq. (16).
This can be done by adopting a forward additive Lucas-Kanade
method [42]. By computing the Jacobian J τ of τ and the
steepest descent D of Iˆ :
 
10
Jτ =
, D = ∇ Iˆ J τ ,
(19)
01
τ can be then iteratively refined by solving the increment
D T ( Iˆ −

D T D)−1

τ = (




wm I,m ),

(20)

m

where ( Iˆ − m wm I,m ) computes the difference between
the aligned image and the target image. This is different from
conventional method [42] in that it is not a static target image,
but a iteratively updated reconstruction in Eq. (16). Therefore,
alignment is refined simultaneously with gaze estimation and
they can eventually converge to their joint optimal solution.
The entire process is summarized in Algorithm 2.
Finally, because we define gaze direction ĝ under the head
coordinate system, it should be further converted to the world
coordinate system if necessary. This process can be done by
3D vector rotations in accordance with head motion.

Algorithm 2 Simultaneous Alignment and Estimation

VI. E XPERIMENTAL E VALUATION

Fig. 7.

Recorded fixation points on the screen.

Evaluation is presented in this section. We first examined
the performance of the proposed eye appearance synthesis,
and then conducted experiments for gaze estimation under
free head motion by using synthetic training images. We also
compared our methods with conventional ones and studied
how estimation accuracy was affected by different factors.
A. Experimental Details
1) System Setup: Our system was built on a desktop PC.
We used a 19-inch LCD monitor with a resolution
of 1600 × 1200. A common CCD camera was equipped under
the monitor and used to capture users’ faces in a resolution
of 640 × 480, where a typical eye region size is 40 × 20.
The eye regions were then resized by a factor of 2. During
experiments, users were asked to sit in front of the monitor
with a typical distance about 60 [cm]. No chinrest was used
throughout the experiments.
Our method requires head poses as inputs. We used a head
tracking algorithm, the registered version of FaceAPI [43], to
track head pose in real-time.2 It works with our single camera
and does not require additional hardware, e.g., more cameras,
IR light sources or head mounted devices. Its reported accuracy is 1 ∼ 3°. Besides, this head tracker detects eye positions,
which we used to crop out rough eye regions initially. The
cropped eye images were processed by using bilateral filters
and histogram equalization to suppress both small-scale noise
and large-scale effect due to illumination variation.
Our method needs to convert between gaze directions and
screen coordinates. To this end, we manually measured the
screen size, and also the relative position, i.e., translational
distances and angles of the camera to the screen. The measuring accuracies only influence data conversion linearly.
2) Experimental Procedure: Experiments with our system
include two stages: a training stage and a test stage. The
training stage consists of two steps. First, every user maintained a fixed and comfortable head pose (set to be the “default
head pose”) without using a chinrest. A typical default head
pose should face to the screen without obvious bias, with a
distance around 60 [cm]. In the meantime, the user fixated
on 33 calibration points on the screen in turn to capture
original training images. These eye images are easily aligned
and cropped to the final size without head motion.
Second, they moved their head upward, downward, leftward
and rightward to capture four additional reference images.
No accurate alignment was needed since SD flow estimation
2 One can use other head pose trackers which support head position/rotation
estimation in real time as surveyed in [44].

Fig. 8. Examples of rectified images. Captured images were rectified in
accordance with head poses. Their corresponding camera positions are plotted
in the camera plane of z = −d (coordinate unit: mm).

Fig. 9. Examples of estimated reference SD flows. SD flows were estimated
from the default eye image to each reference eye image. Synthetic results
using these flows are also shown to demonstrate their accuracy.

in Section IV-C automatically handles image shift. Note that
reference images require the same eyeball orientation, therefore the users were asked to gaze at a moving point on the
screen, which was always shown straight ahead of their face.
In the test stage, evenly distributed points were shown on the
screen for reference, and the users moved the mouse to choose
any points to fixate on. Test eye images were captured by
mouse clicks and the cursor/fixation positions were recorded.
This procedure was repeated to collect around 100 test samples
for each user with free head motion. Distribution of all
recorded fixation points are shown in Fig. 7. Test images were
accurately aligned during optimization in Section V-C.
In our experiments, a typical head motion range was found
to be about ±25° in rotation and ±20 [cm] in translation,
which suffices to interact with the screen freely.
B. Eye Appearance Synthesis
By using the method in Section IV-A, all captured images
were first rectified so that their corresponding head poses

Fig. 10. Representative results of unseen eye image synthesis. Results for two subjects are shown. For each one, figures in the top-left show camera positions
(coordinate unit: mm) of the default, four reference, and eight unseen test head poses in the camera planes. Default eye images used in synthesis are shown
in the bottom-left. Figures in the right give the results of eye image synthesis for unseen head poses, including ground truths and synthetic images (aligned
for easy comparison).

were converted into in-plane camera positions with maximum
distances of around several hundreds of millimeters.
An example of rectified images and their corresponding
camera positions are shown in Fig. 8.
Subsequently,
following
the
method
described
in Section IV-C, we estimated SD pixel flows from one
default eye image to each of the four reference eye images
with the same eyeball rotation. Figure 9 gives examples of
the default and four reference eye images. The estimated
1D pixel flows are also shown in the figure; their fidelities
can be verified by comparing the synthetic images with the
ground truth images.
Finally, we directly evaluated our method’s ability of
eye image synthesis for any unseen head poses. We first captured several eye images under different head poses to serve as
ground truths. Examples of these images and their corresponding camera positions are shown in Fig. 10. In these images,
eye appearances significantly change with head motion.
Moreover, note that we chose head poses carefully, so that
their camera positions are evenly distributed in the camera
plane, and they are also far from the reference data. In this
manner, our evaluation were relative fair and sufficient.
As for evaluation, we computed SD pixel flows for these
eight test images by using reference flows as described in
Section IV-B. Then, eye image synthesis was done by warping
the default eye images with these SD flows. Examples of
synthetic results are shown in Fig. 10 for two subjects. The
synthetic images are very similar with the ground truth images,
which indicate the effectiveness of our proposed synthesis for
unseen head poses.
Our eye image synthesis technique can be used to synthesize
training eye images for gaze estimation. In particular, for every
anchor head pose, we computed its SD flow and synthesized a

Fig. 11. Training image synthesis. We synthesized training images with
different eyeball orientations for new head poses in each row based on the
default training images. Synthetic images were cropped to remove boundary
regions for better visualizations.

complete set of training images based on the original training
images for the default head pose. An example of our results
is shown in Fig. 11, where the bottom row comprises the
default training images, and each row above contains synthetic
training images for an anchor head pose. These results clearly
show that eye appearances vary with head motion even when
they correspond to the same eyeball rotation (each column),
and our synthesis can well handle their variations.
C. Gaze Estimation
By using synthetic training images, gaze estimation can be
performed for different head poses, which is experimentally
assessed in this section.
1) Joint Optimization: In particular, gaze estimation was
performed with test image alignment simultaneously and
iteratively. Fig. 12 gives examples to illustrate this procedure
for two subjects. When the iteration started, a test eye
image was always misaligned, which resulted in inaccurate
reconstruction/estimation. During iteration, our method

Fig. 12. Examples of iterative gaze estimation. Examples of simultaneous test image reconstruction (left) and alignment (right) are shown for different
iterations in each row. Reconstruction for gaze estimation and alignment improve each other during iteration, and finally lead to accurate results.

TABLE II
E XPERIMENTAL C ONDITIONS w.r.t. D IFFERENT γ

therefore its expectation can be approximated as
Fig. 13. Anchor head poses were selected in accordance with the corresponding camera positions in the 2D camera plane with intervals equal to a
γ viewpoint bias. Note that γ is a constant angle, while the intervals in the
camera plane change with the anchors’ positions.

gradually improved both alignment and estimation so that the
aligned test image and reconstructed image became almost
identical finally. At the same time, gaze estimation accuracy
is optimized. Quantitative results are provided later.
As for computational cost, gaze estimation via Eq. (16)
has little cost while iterative alignment is the bottleneck.
In the literature, many applications have been reported to
run Lucas-Kanade method in real time. In fact, OpenCV
already provides a real-time implementation. Therefore, our
system can work in real time with a properly optimized
implementation.
2) Training Images Pre-Synthesis: We studied the strategy
to pre-synthesize training images. As explained in Section IV,
our method pre-synthesizes training images for multiple
anchor head poses to avoid expensive on-line computation.
Although synthesis for all possible head poses would guarantee best estimation accuracy, it is impossible in practice due to
its computational cost. Therefore, we look for a good balance
between estimation accuracy and the number of selected
anchor head poses.
We chose anchor head poses by sampling their anchor
cameras via a fixed value γ. Such γ represents a view angle
difference when two neighboring anchor cameras see the user’s
eye, as shown in Fig. 13. In order to sample anchor cameras,
the angular value of γ should be first converted into x and y
intervals, which also depend on their positions in the camera
plane, as shown in Fig. 13. Then, anchor cameras can be
sampled on the plane with proper x and y intervals.
Then, the key is to assess the choice of γ. Consider an
arbitrary test camera for a test sample. Ideally, it should be
well approximated by its closest anchor camera. In this sense,
we investigate the expected view angle difference γ between
this test camera and its nearest anchor. Note that the view
angle bias between a test camera and its nearest anchor has
an approximately even distribution in (0 ∼ γ2 , 0 ∼ γ2 ), and

γ

γ

2
2
4
E(γ ) ≈ 2
μ2 + ν 2 dμdν
γ 0 0
√
γ √
= ( 2 + ln(1 + 2)).
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As a result, a proper γ should be chosen so that E(γ ) is
sufficiently small. Another important criterion is the resulting
number of anchors, which should be also small to reduce the
synthesis cost. A tradeoff needs to be found to minimize both
of them. To this end, we conducted experiments and collected
results in Table II. These results show that when increasing γ
from 3° to 10°, the number of anchor head poses is greatly
reduced, while E(γ ) is still smaller than 4°.
For qualitative evaluation, we tested different γ values in
gaze estimation with our captured dataset and tried to find the
relationship between estimation accuracy and γ. Table III gives
detailed estimation errors and their standard deviations from
the experiments. The estimation errors vary similarly with γ
for different subjects: small γ values give better estimation
accuracies, and vice versa. This can also be confirmed by
checking the average results.
We also analyzed the computational cost of training image
synthesis. First, it is proportional to the anchors’ number.
By looking at the results in Tables III and II, we empirically
considered γ = 10° to be a tradeoff between accuracy and
the number of anchors. In this case, image synthesis needs to
be done only for 32 anchors. If there are additional requests
regarding accuracy or computational cost, one can adjust
γ accordingly. Depending on the implementation, synthesizing for each anchor head pose takes about 1 second using
C/C + +, and this only needs to be done once for
each user.
3) Comparison With Existing Methods: We compared our
method with previous appearance-based techniques based on
our dataset. One difficulty is that, beyond a fixed head pose
method, our method only captures four additional training
images to allow for head motion, which is usually insufficient
for previous methods. As a result, we only chose two of them
that can use the same dataset while still handling head motion.

TABLE III
G AZE E STIMATION E RRORS FOR D IFFERENT γ

TABLE IV
E STIMATION E RRORS FOR D IFFERENT M ETHODS

All the three methods used in our experiments are as
follows.
(1) Proposed: The proposed method that uses synthetic
training images to handle head motion.
(2) Geometric Compensation: It exactly rotates gaze directions in accordance with known head motion, i.e., when
head pose changes, the initially estimated gaze direction
is changed in the same way. This type of geometric computations are usually needed to handle head motion [17].
It is also used by the other two methods here.
(3) Learning-Based [34]: It handles head motion by learning the estimation error due to head motion. Gaussian
process regression (GPR) model is used with training
images captured during head motion.
Gaze estimation results of these methods are presented
in Table IV for different subjects. In average, the proposed
method achieved an accuracy of 2.49°, while the number
for [34] was nearly twice as large. Although the original work
of [34] reported a similar level of accuracy with our method,
it requires nearly a hundred additional training images to
achieve that accuracy. In our case, only four additional training
images were available to allow head motion, and thus the
accuracy of [34] degraded significantly. As for the geometric
compensation method, its average estimation error was larger
than 6°. Compared to the other two methods, it lacks the ability
to handle effect of eye appearance variation. This demonstrates
the necessity and effectiveness of our method in handling eye
appearance variation.
Finally, we look into extreme cases where head motion
>‘20◦ + 10 [cm]’. The average gaze errors are 9.65°, 24.45°
and 15.91° for the three methods. Although our method still
achieves the best accuracy, the error begins to grow rapidly
and some accurate applications may not be supported.

4) Head Motion Effects: Head motion, which is the major
source of gaze estimation errors, is complex since it has six
degrees of freedom. We are interested in how it influences the
estimation, and how efficiently our method can handle it.
As we have done previously, we first use camera positions
and their displacements to represent the corresponding head
motions. Fig. 14 (left) plots gaze estimation errors with respect
to camera displacements. Clearly, the proposed method best
handled head motion in terms of estimation accuracy. Also,
estimation errors of the proposed method are more stable
with increasing camera displacement, especially within the
range of 0-200 [mm]. In contrast, errors increase rapidly with
head motion for the other two methods. This comparison
result reflects the necessity to handle head motion, and it also
demonstrates the efficiency of our method.
Moreover, we examine the separate effects of head rotation and translation. We marginalize the results w.r.t. head
rotation and head translation, respectively. The results in the
second and third columns of Fig. 14 show that estimation error
changes w.r.t. head rotation in a quite similar manner to that
with full head motion. On the other hand, estimation errors
seems less related to head translations for all methods. This
is because head translation does not change eye appearance
significantly, while head rotation is the major cause. Therefore,
appearance-based gaze estimation is more tolerant to head
translation than to head rotation.
Finally, we study the different types of head rotation,
i.e., pitch, yaw and roll. Estimation results are marginalized
and shown in the rightmost of Fig. 14, from which we
make two observations. First, large pitch/yaw angles increase
the gaze error, because pitch/yaw motions cause eye shape
distortion greatly while roll does not. Second, user head pose
is more likely to have large yaw motion than roll motion in
practice.
5) Gaze-Head Direction Bias: Both eye gaze and head pose
may change freely in our experiments. Therefore we study
how often they point to different directions. We compute the
angular differences between eye gaze and head pose directions
for all samples in our experiments, and plot the probabilistic
distribution maps in Fig. 15. While bigger gaze-head bias has
lower probability in both horizontal and vertical directions,
the combined gaze-head bias is more likely to be around 20°.
It shows that a user does not always look right ahead, but tends
to bias his/her gaze in either horizontal or vertical direction.
6) Effect of Head Pose Estimation Accuracy: Finally,
the head pose tracker [43] we used also produced errors.

Fig. 14. Marginalized gaze estimation errors. Gaze estimation results (cross markers) are plotted w.r.t. their corresponding camera displacement, head rotation,
head translation and separate head rotation in each column.
TABLE V
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poses and examine the gaze error increments. The results show
a 1.9° head pose bias in average, while it causes a 1.0° average
error increment for gaze estimation. Therefore, 1.9° head
pose estimation error causes 1.0° error for gaze estimation
approximately. This indicates that inaccuracy in head pose
estimation is relatively tolerable.
Fig. 15.

Probabilistic distributions of gaze-head direction bias.

As a result, we investigate how head pose errors affect final
gaze estimation. First, head pose error and its effect on gaze
direction have the same order of magnitude since they are
geometrically coupled. Second, our eye image synthesis is also
affected by head pose error; this effect is always negative to
head pose bias since it is designed to be a negative feedback
with respect to head motion. Therefore, final gaze bias is
expected to be smaller than head pose error. We quantitatively
examined it via experiments using all test data in Table IV. The
difficulty is that we cannot obtain exact head pose estimation
errors during estimation. Therefore, we did it in an alternative
way. The idea is to add Gaussian noise to the estimated head

D. Comparison With More Methods
We make further comparison with other methods in the
literature. Since different methods require substantially
different input data and devices, we are not going to make
a direct comparison as those in previous sections. Instead,
we compare their reported results, abilities and requirements.
Gaze errors, if reported in vertical and horizontal directions
separately, are combined here. The comparison is not restricted
to appearance-based methods but also includes model-based
ones. Table V shows the comparison from multiple aspects,
from which we make the following observations.
1) Although the statistic is incomplete, there are more
model-based methods than appearance-based methods in
terms of handling head motion.

2) Model-based methods usually require multiple IR lights
and high definition cameras. Although these devices
are widely available themselves, a specifically designed
solution is still expensive and uncommon.
3) Although appearance-based methods have relatively
large errors, they have less requirement on hardware.
4) Among existing appearance-based methods, ours
achieved both high accuracy and easy calibration.
Although some other methods further avoid calibration,
their accuracies are too large to use.
VII. C ONCLUSION
In this paper, we propose a novel method to allow head
motion in appearance-based gaze estimation. We introduce a
SD flow model to handle eye appearance variation effectively
and perform accurate synthesis. Based on a conventional fixed
head pose method with original training images, our method
only captures four additional training images to allow for
head motion via training image synthesis. Moreover, joint
optimization is proposed to optimize eye image alignment and
gaze estimation simultaneously. We believe that the proposed
synthesis technique will also be useful in other applications
that handle human face or other general objects.
On the other hand, our method shares common limitations
with other appearance-based methods: person-specific training
is necessary before using the system, and illumination effects
such as specular reflection and different shading should be
treated more carefully. Besides, we only consider a user-screen
distance of around 60 [cm] which might be insufficient to use
in the wild. Future researches may relax these limitations to
extend the applicability of appearance-based gaze estimation.
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